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1) Purpose of the visit
The aim of this short visit was to conduct an analysis of adjective noun (AN) combinations parallel to previous work on noun noun (NN) combinations. Bauer (1998) shows that the various tests proposed for distinguishing between syntactic and morphological types of NN sequences actually produce conflicting results, so that the distinction between NN compound words and NN phrases depends on the test that is chosen. More recently, Bell (2014) has shown that tests for morphosyntactic status actually reflect relative frequencies and other distributional measures. In other words, the distinction between 'morphological' and 'syntactic' objects is gradient and usage-based, and the lack of a clear boundary is expected. In the case of AN sequences, Portero Muñoz (2013) has also argued that diagnostic criteria like the acceptance of the pro-one construction fail to draw a clear distinction between a morphological and a syntactic object. 

Our initial hypothesis was that the results of such tests, and the extent to which AN combinations are felt by speakers to be phrase-like or compound-like, actually reflect cognitively relevant factors such as relative frequency of use (of the constituents and the combination), information content and semantic bondedness. We aimed at testing this hypothesis using statistical analysis of Portero Muñoz’s existing data combined with further measurements drawn from the BNC and UKWaC. If we found evidence for our hypothesis, this would provide further support for usage-based models of language in which syntax and the lexicon are regarded as part of a continuum rather than discrete modules. 

2) Description of the work carried out during the visit
During this short visit our work was mainly focussed on the design of our project and the collection of the data to be used in the subsequent phase. Our initial hypothesis was slightly modified as we took a decision to discard the use of semantic criteria like measurements of the degree of semantic bondedness between the adjective and the noun (using Mutual Information score) or the different thematic relations (argument-Head or non-argument-Head) between the adjective and the noun. Our decision was based on the rejection of MI as an accurate or reliable measure of semantic bondedness and on the need to avoid the time-consuming human analysis that would be needed to discriminate between argument-head and non-argument-head relations in an extremely large set of data. It also became apparent that the existing set of data was not large or representative enough to form the basis of a rigorous statistical analysis and that more data would need to be collected.
Design of project 

Our aim is to investigate whether the categories predicted by descriptions of English morphosyntax, specifically the distinction between phrasal and compound AN strings, can be related to cognitively relevant information about the constituents. By cognitively relevant, we mean information that could be extracted from exposure to the language in 

a real-world context, such as the frequency, distribution and meaning of the words. Our hypothesis is that it will be possible to predict which of the classes a particular AN falls into, or tends towards, on the basis of such information The hypothesis is in keeping with a view of language in which grammar emerges from the recognition of patterns in language experienced, and linguistic categories arise as abstractions over these patterns. 
In order to model the predictors of morphosyntactic status, we need to start by establishing the two categories. To do this we used the standard description of English phrase structure, in which nouns are premodified by adjectives, adjectives are premodified by adverbs, and the canonical adjective can also be used predicatively. Although we do not regard these word classes and phrase-structure rules as primitives, or even necessarily psychologically real, we do believe that the description accurately reflects some of the regularities of the English language. We want to explore the extent to which these regularities can also be captured by usage-based criteria. In other words, the dependent variables in our models will be the probabilities of particular constructions falling into the compound or phrasal categories as defined by morphosyntactic tests; the predictors will be the frequencies, distributions and semantics of the constituent adjectives and nouns. 

To establish different sets of AN sequences we decided to use the following criteria: 
1. AN sequences that are more phrase-like are expected to allow premodification of the adjective by an adverb, while those that are more compound-like are not expected to allow adverbial premodifiers. In the standard description of English, nouns are not pre-modified by adverbs, which would imply that AN sequences with premodifying adverbs are not compound nouns, assuming that AN compound nouns have the same distribution as other nouns. On the other hand, the adjective in a phrasal AN is taken to be the head of an adjective phrase, and therefore available for adverbial modification. 
2. Conversely, AN sequences that are compound-like are expected to behave like nouns, and therefore to combine with other nouns to form larger compounds. This includes allowing premodification by a noun, which might be a modifier of the whole AN combination or might form a unit with the A. Nouns do not premodify adjectives within the structure of the adjective phrase, and will therefore not premodify phrase-like ANs.
3. Since the canonical adjective can be used predicatively, it is expected that, for the phrase like sequences, the same combination of A and N will be found with the A in predicative position. Conversely, the compound-like pairs are not expected to occur with the adjective in predicative position, or at least not with the same meaning, since the A in these cases is a sublexical constituent of a compound noun. 

Although we do not expect the distinction to be categorical, we expect to find a positive correlation between predicative use and adverbial modification, and a negative correlation between these patterns and nominal modification. Our aim is to create statistical models of the likelihood of modification by an adverb or noun, or likelihood of the adjective being found in predicative position with the same noun. Our hypothesis is that certain adjectives or nouns, or perhaps particular combinations, will have semantic and distributional properties that make the different syntactic patterns more or less likely. For example, we hypothesise that adjectives that are very general modifiers, occurring with a large number of nouns, are more likely to exhibit the phrasal patterns than adjectives that modify only a restricted range of nouns. The predictors in our models will therefore include: 

1. The frequency of the AN sequence 

2. The frequency of the noun 

3. The frequency of the adjective: total, attributive and predicative 

4. The family size of the noun with attributive adjectives 

5. The family size of the noun with predicative adjectives 

6. The family size of the adjective in attributive position 

7. The family size of the adjective in predicative position 

8. Hypernyms of the noun in WordNet 

9. Hypernyms of the adjective in WordNet 

Data collection 
We extracted the data we needed from the British National Corpus.
We started by gathering the largest possible collection of AN sequences. Specifically, we retrieved all sequences of adjective plus exactly one noun that followed any kind of determiner (the definite, indefinite and zero articles, possessives, quantifiers, cardinals and ordinals). Our models will attempt to predict, for this set, the extent to which they occur in each of the three larger construction types. 
Secondly, a number of different searches were made in order to find the largest possible set of AN sequences in which the adjective was pre-modified by an adverb, as well as the largest set of sequences with a premodifying noun. In order to get cases of AN sequences with a premodifying adverb, we searched for sequences of AdvAN after definite, indefinite and zero articles (the latter by retrieving sequences in clause initial position or after punctuation marks), possessives, cardinals, ordinals and any type of determiner. Similar searches were carried out to get cases of AN sequences with a premodifying noun. These constructions, especially the NAN type, occur at fairly low frequency, so it was necessary to spend some time finding all possible contexts that could reliably be used to extract them.
With the aim of obtaining examples of the use of the adjective in predicative position a number of different searches were conducted. Specifically, we searched for nouns followed by a copular verb (be, seem, appear, etc) and an adjective, which might be optionally premodified by an adverb. 
The retrieval of all these sequences was not straightforward, and it took considerable trial and error with the query syntax to maximise the number of good hits while at the same time minimising the amount of noise in the data. For example, simple queries to the BNC can return strings with intervening punctuation or pauses, so it was necessary to find ways of excluding such hits. 
   
3) Description of the main results obtained

As a result of the visit, we have a clear experimental design and the necessary data to carry it out, namely a very extensive and relatively clean set of data for each of the relevant constructions. Our dataset consists of:
AN: approx. 2,250,000 tokens 

AdvAN: approx. 300,000 tokens 

NAN: approx. 35,000 tokens 
N copula A: approx. 120,000 tokens 

4) Future collaboration with host institution (if applicable)

Dr Bell will make a return visit to Cordoba in the autumn of this year to conduct the statistical analysis. We hope to find opportunities for collaboration on further projects in the future. 
5) Projected publications / articles resulting or to result from the grant (ESF must be acknowledged in publications resulting from the grantee’s work in relation with the grant)
Following the statistical analysis, we will write up the results and submit them for publication in English Language and Linguistics. 
6) Other comments (if any)
We are extremely grateful to NetWords for this opportunity to pursue a very rewarding collaboration. 
